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A Lot to Talk About
• Quick reminder of Routing and Forwarding
• Evolving routing “Beyond Reachability”
➢ What are we trying to achieve?

• Adding Semantics to packets to guide forwarding decisions
➢ What is Semantic Routing?

• Existing Approaches and New Proposals and their motivations
• Challenges, Architectures, and Risks
➢ Why do we care?

• How to do good routing research
➢ Where to do it

Forwarding is not Routing!
• You all know this, but it is important
• Forwarding

• When a packet arrives at the input to a router (a link or port), the router must decide where to
send it (output link or port)
• Usually uses a “forwarding table”
• Look up information (input link, destination address, …)
• Find output link

• Forwarding is a local action

• Routing

• The forwarding tables in all of the routers have to be built

• They need to be consistent (otherwise loops and dropped packets)

• Routing is an algorithm that determines “best” end-to-end paths
• This is based on a view of the whole network (topology and state)
• Depends on objective criteria (such as “Shortest Path First”)

• Routing is a network-wide action

• Routing protocols distribute information used by routing algorithms
• Routing algorithms can be run centrally or at each router
• The former requires a “controller” to programme the forwarding tables
• The latter can be “enhanced” by “static routes” configured by operators

A Quick Background to Routing
• In 1956 Edsger Dijkstra wanted to find the
shortest way from his home from the coffee shop
• Dijkstra’s algorithm computes the least-hop path
or Shortest Path First (SPF)

• Least hops quickly leads to per-hop metrics
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• Only one line of the algorithm changes
• SPF becomes “Least Cost”
• The metric may relate to distance, money,
reliability
• The metric can be used to achieve traffic
engineering (“metric tweaking”)

• Dijkstra’s algorithm is embedded in OSPF and IS-IS so that all nodes in the
network make the same forwarding assumptions
• SPF is quick to compute even in very large networks

Influencing Router’s Forwarding Behaviour
• Routers don’t simply take a packet from one interface and send it out of another
interface
• Packets are queued for (input/output) processing
• That gives an opportunity to prioritise how packets are handled
• Which queues are processed first
• Which packets are dropped if queues get full

• Prioritisation usually depends on a marking in the packet
• DiffServ (IPv4 Type of Service - ToS, IPv6 Traffic Class – TC, MPLS Traffic Class – TC)

• Sometimes there are parallel links to the next hop

• The router needs to balance the traffic across these links

• All packets from the same flow need to use the same link to avoid reordering

• Equal Cost Multi-Path (ECMP) is resolved using fields from the packet

• A hash of the “five-tuple” (source, destination, next protocol, source port, destination port)
• IPv6 Flow Label
• MPLS Entropy label

Routing Beyond Reachability
• The routing system is evolving to serve more than simple reachability
• Improve capabilities of the Internet
• Deal with more complicated network deployments
• Cater to changing user and application requirements

• More complex routing algorithms determine a set of different paths
• Paths for different purposes
• Different path qualities
• Independent protection paths

• More information is taken into account when forwarding packets
• Capabilities of network resources
• State of the network
• Desires of the traffic source

What Different Routes and Why?
• The shortest path is not always the best path
• Traffic engineering is used to steer traffic onto specific paths
• Available bandwidth
• Avoid congestion, planned outages, unreliable links
• Provide protection paths

• What if we want different paths for different network behaviours?
•
•
•
•
•

Super-reliable delivery
Low latency
Low jitter
High bandwidth
Avoid geographic regions

How to Influence Which Routes are Computed
• Routes are computed by algorithms
• Consistent results across the network are needed
• Otherwise there is a risk of loops or lost traffic
• Identical objectives should be enough, but…
• Better to have identical algorithms

• Algorithms are aware of the topology and state of the network
• Algorithms can have simple objectives (shortest path first)
• Or they can have specific constraints (constrained shortest path first)
• Or they can be complex using different information and actively changing outcomes

• Algorithms can be distributed (like they are in the IGPs)
• Or they can be centralised (like in SDN)

How Routes Get into the Forwarding Table
• Oh dear!

• Here we are saying “routes” when we mean “forwarding instructions”

• A routing algorithm determines a route and installs it in the
forwarding plane

• So that each router can do a quick lookup and make a forwarding decision

• Distributed algorithms

• Work out best “here-to-destination” paths
• Install the next hop forwarding instructions

• Centralised algorithms

• Work out the best end-to-end paths
• Install the next hop forwarding instructions in
each network node

How to Influence Forwarding
• Forwarding is essentially a lookup table
• Read some fields from the packet
• Look those fields up in the table
• Find out what to do with the packet

• Destination address is the simplest lookup
• “Longest match first” enables fine control and aggregation for scaling

• We can base the lookup on any other information carried in the packet
• Can provide fine-grained decision making
• We call this process “Semantic Routing”

• We can also feed network state into the forwarding lookup
• For example, a lot of forwarding engines can be programmed using P4

Modifications to Addressing Schemes
• Destination addresses provide the basis of all forwarding
• But not all addresses are equal
• We set aside some address ranges for special meaning

• Group semantics
• Anycast

• Same address is present on multiple nodes
• Useful for service redundancy

• Multicast

• The address is recognised as belonging to a different forwarding paradigm
• A separate forwarding table can be used to account for the new actions (replication)

• Private address spaces

• Routing and forwarding within a limited domain
• Can apply any modification to addressing and forwarding within the domain

Semantic Addressing
• Only the first part of an IPv6 address is used for routing/forwarding
• That gives us some additional bits to play with
• We can carry additional information and influence routing/forwarding

• Very many use cases and proposals
•
•
•
•
•
•
•
•
•
•

Provide identity semantics specific to device mobility
Enable optimized multicast traffic by encoding the multicast tree and replication instructions
Identify different device types so that their traffic may be handled differently
Forward packets based on message content
Deriving IP addresses from the lower layer identifiers
Identify hierarchical connectivity so that routing can be simplified
Provide geographic location information
Indicate the application or network function
Express how a packet should be handled, prioritized, or allocated network resources
Use cryptographic algorithms to mask the identity of the source or destination

Other Ways to Carry Semantics in Packets
• Objective is to make routing/forwarding decisions
• Based on information not normally used for those purposes
• Information may already be carried in existing packet fields
• Addressing schemes as already described
• Routing decisions made using more than the five-tuple
•

ToS, TC, Flow Label, payload

• Information may be added to existing fields through “overloading”
• Semantic Addresses as already described
• “Re-purposing” existing fields (such as Flow Label) to have new meanings

• Information may be carried in new fields

• New IPv6 Extension Headers
• New “Layer 3.5” encapsulation
• New MPLS Special Purpose Labels and ancillary data

• Making advanced forwarding decisions beyond simple table look-up
• The Forwarding Table can be set up as previously discussed

• Forwarding is determined by a look-up based on the additional semantic information

• Additional complex decisions can also be made
• Based on the semantic information
• Considering the state of the network, OAM, etc.
• Using algorithms in the router
•
•

May be built in
May be installed through “network programming”

Architecturally, It Looks Like No Big Deal
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• But this is an overly-simplistic functional representation
• What are the architectural implications of adding more information and more decisions?
• And what are the consequences for the existing routing system?
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Some Prior Art

• Turns out there are a lot of pre-existing schemes

• Can’t list them all, here are a few notable examples beginning with ‘S’

• SCION

• Clean-slate replacement for BGP
• Targets scalability and security

• Segment Routing

• Places forwarding paths and additional instructions in packet headers
• “Re-uses” IPv6 addresses to encode additional information

• Service Function Chaining

• Builds an overlay network of services functions within the network
• Uses an additional encapsulation to steer the packets

• Semantic Addressing
• LISP

• Partitions the address space for routing across the core and end-point identification
• Uses IP-in-IP encapsulation

• ILNP

• Like LISP, but routing and end-point information are carried in a single IPv6 address

• There’s a partial survey in draft-king-irtf-semantic-routing-survey

A Few Application Areas of Interest
• Network slicing

• Driven by 5G, emergency/government
• Network resources are set-aside for use by traffic from a network slice
• May require the packets to be marked to indicate to which slice they belong

• Augmented reality and multiplayer gaming

• A rapidly growing sector
• Relatively low latency, very small jitter (latency variation)

• Remote surgery

• A niche use case, but very high profile
• Extremely low jitter, zero packet loss

• Smart vehicles and smart cities

• Vehicles communicate with each other, with street furniture, and compute resources
• Low bandwidth, but very low latency

• IoT environments (home, office, building, factory)

• Scarce network resources need to be reserved for critical flows

Lots of New Proposals
• Almost too many to count!

• This list doesn’t imply more than they caught my eye
• Currently all are applied to “limited domains”

• Application-Aware Networking (APN)

• The application should be able to indicate what traffic service it wants
• Qualities of bandwidth, priority, latency, jitter, etc.

• New information encapsulated somehow to create “DiffServ on Steroids”
• Routers can forward traffic according to the information supplied

• Satellite Networking with Semantic Addresses

• Use addresses to indicate the relative position of satellites in a constellation

• Compute Aware Networking

• Forward packets to/through “best available” compute nodes within the network

• MPLS Network Actions

• Use the label stack to carry information and instructions to enhance forwarding decisions

Niche Engineering and Stove Pipes
• Solutions often get developed for specific
applications
• This is a natural behaviour of engineers

• Solutions are optimised
• For specific applications
• For specific network environments and technologies

• Deployments are scoped
• “Limited Domains” [RFC 8799]
• Should not interfere with the rest of the Internet

• Solutions can rarely be used for other purposes
• Makes for expensive development and testing

What Are the Engineering Challenges?
• Mobility
• Multihoming
• Multi-path
• Multicast
• Programmable paths
• Endpoint selection
• Scalability
• Security
• Stability

Architectural Considerations
• Architectural scope
• Isolated domains

• Physically separate

• Bridged domains

• Isolated domains connected over an IP network

• Semantic prefix domains

• A portion of the Internet

• Depends on the scope of deployment
•
•
•
•
•

Global
Backbone
Overlay
Gateway
Domain

Why Do We Care About The Risks?
• Before describing the risks we should look at why they are important
• We obviously care about the new function
•
•
•
•
•

It has to work
It must be implementable
It must be deployable (i.e., manageable)
It should be extensible
It would be nice to be widely applicable

• We also don’t want to break anything else
• Other functions must continue to work in the network
• It must not damage “the Internet”

What Are The Risks?
• Stability and packet loss
• What is the impact on existing routing systems?

• Ships in the night?
• Isolated domains?
• Seamless interworking?
What happens if packets “escape” into older systems?

• What is the impact on the security of the system?

• Does it open up possible attacks or improve security/privacy?

• What is the impact on scalability?

• Routing and forwarding table sizes
• Volume of routing data to be exchanged
• Routing convergence times

• What is the impact on the complexity of the system?
• We talk of “routing fragility”
• Manageability can become impossible
• Extensibility/maintenance can be hard

Research Needs Research Challenges
• Does the suggested approach address the risks?
• How are path characteristics described?

• Destination, Length, Quality, Resilience, Security
• Do packets need to be marked or carry additional information?
• Do networks need to gather additional information?

• Can we meet the requirements with existing tools?

• Is additional/new hardware needed?
• Do we need new routing protocols or can we tweak existing ones?
• Do we optimise or generalise?

• Do we need new management tools and techniques?
• How do we instrument for the new functionality?
• How do we debug and operate the network?

• Does anything need to be standardised?

• If it is in a proprietary and isolated domain, then maybe not

Research Also Needs to Be High Quality
• Research needs to be targeted
• Do we clearly know what problems we’re trying to solve?
• What is the commercial motivation?

• Research needs to be rigorous
• How can we prove that the risks and challenges are addresses?
• Is the approach tested on a range of realistic networks?

• Research should be repeatable
• Are the datasets public?
• Is there open source code?
• Can others reproduce the results?

How Does This Relate to the IETF?
• Some established solutions already have homes in the IETF
• See the SPRING, DetNet, SFC, MPLS, and IPPM working groups

• Some of the niche applications get attention in the IETF and IRTF
• See the ICNRG, COINRG, and RTGWG

• Many proposed solutions are currently being discussed in the IETF
• In particular look to the RTGWG and Int Area mailing lists

• Some aspects of network programmability are discussed in the IRTF
• Specifically the COINRG

• Currently an overall coordination is lacking
• Can we find a single architectural view?
• Can we find a single protocol solution

What is Next For Semantic Routing?
How Can You Contribute?
• Inevitably, various individual solutions will continue to be pushed
• They need to be made to address the risks and challenges
• We need to look for generalisations and commonalities
• We need to understand the wider architectural picture

• You can contribute by:

• Reviewing the work in the IETF/IRTF and discussing it on the mailing lists
• Sharing your existing work
• Writing up new work

• Work can be presented at IETF meetings or logged on our Wiki
• New work can be submitted to our SigComm workshop

Reference Material
• Internet drafts (all via https://datatracker.ietf.org/doc)
•
•
•
•
•
•
•
•

draft-farrel-irtf-introduction-to-semantic-routing
draft-king-irtf-semantic-routing-survey
draft-king-irtf-challenges-in-routing
draft-boucadair-irtf-sdn-and-semantic-routing
draft-bellavista-semantic-sdn-mom
draft-trossen-rtgwg-routing-beyond-reachability
draft-kw-rtgwg-satellite-rtg-add-challenges
…and very many other suggestions for solutions

• SARAH (resources and discussion)

• WIKI at https://github.com/danielkinguk/sarah
• Mailing list at https://www.jiscmail.ac.uk/cgi-bin/webadmin?A0=SARAH

• Upcoming SigComm workshop

• Future of Internet Routing and Addressing (FIRA)
• CFP at https://conferences.sigcomm.org/sigcomm/2022/workshop-fira.html

Questions and Discussion

Follow up to adrian@olddog.co.uk

